Cross-Articulation Learning for Robust
Detection of Pedestrians

Edgar Seemann and Bernt Schiele
f lastname g@mis.tu-darmstadt.de

Technical University of Darmstadt
http://www.mis.informatik.tu-darmstadt.de

Abstract.  Recognizing categories of articulated objects in real-world
scenarios is a challenging problem for today's vision algorithms. Due to
the large appearance changes and intra-class variability of these objects
it is hard to de ne a model, which is both general and discriminative
enough to capture the properties of the category. In this work, we pro-
pose an approach, which aims for a suitable trade-o for this problem.
On the one hand, the approach is made more discriminant by explic-
itly distinguishing typical object shapes. On the other hand, the method
generalizes well and requires relatively few training samples by cross-
articulation learning. The e ectiveness of the approach is shown and
compared to previous approaches on two datasets containing pedestri-
ans with di erent articulations.

1. Introduction

In recent years a large number of approaches have been proposed for the-de
tection of object categories in still images. Categories of non-rigid objest such
as pedestrians have proven to be particularly challenging. The highritra-class
variability, which is caused by global appearance changes and object artida-
tions, requires recognition approaches that are both highly discriminaive and
also generalize well.

In the literature, several approaches focus on the global structure of he
object [5, 11,17, 2], while others detect individual parts [4, 3,10, 8, 16]. Grdla
[5] uses a hierarchy of object silhouettes and applies Chamfer matchinto ob-
tain detection hypotheses. Papageorgiou & Poggio [11] train an SVM based on
wavelet features. Zhao & Thorbe [17] perform detection with a neural mtwork
and exploit stereo information to pre-segment images. Dalal & Triggs [2] com
pute a global gradient-based descriptor, similar to SIFT, to train a linear SVM.
Forsyth & Fleck [4] introduce the general methodology of body plans for nding
people in images. Felzenszwalb and Huttenlocher [3] learn simplistidetectors for
individual body parts. Ronfard et al. [19] extended this work by using stronger
classi ers such as SVMs. Mohan and Papageorgiou [10] apply the wavelet-based
detectors from [11] to detect body parts and then use body geometry tanfer
a person's position and pose. Viola et al. [16] use simple local features aral
boosting scheme to train a cascade of classi ers. Mikolajczylet al. train body
part classi ers with boosting and combine them in a probabilistic framework.
In this work, instead of modeling individual object parts, we identify and model
typical object articulations or shapes. These typical shapes are learnautomati-
cally from motion segmentations, which can be computed from video sequees



with a Grimson-Stau er background model [14]. The advantage of this approach
is that we do not need manual labeling of object parts.

The main contributions of this paper are the following. We introduce a novel
scheme to learn the relationship between arbitrary object parts or, asve call it,
local contexts and the global object shape. As a result, we obtain an approach,
which captures large appearance variations in a single model and impleemts a
suitable trade-o between generalization performance and discriminaive power
of the model. The method is able to share features between typical gbct shapes
and therefore requires relatively few training images. In a sensethe approach
generalizes the idea of sharing features [15] to the sharing of local apgmnce
across object instances and shapes. A thorough evaluation shows that the g@r
posed model outperforms previously published methods on two chalhging data
sets for the task of pedestrian recognition.

2. Recognition Algorithm

The recognition approach proposed in this paper extends the Implicit $ape
Model (ISM) developed by Leibe & Schiele [6]. This section introdices the ba-
sic algorithm and discusses extensions to explicitly handle global apmarance
changes and object articulations.

2.1. Standard ISM

The ISM is a voting framework, which accumulates local image evidenceto
nd the most promising object hypotheses. It is capable of multi-scak detec-
tion and pixel-wise segmentation masks can be inferred for each hypotkes. An
additional reasoning step based on the Minimum Description Length (MDL)
principle makes the method more robust in the presence of clutteand overlap-
ping objects. The following gives a brief overview of the methods

Codebook Representation.  For representing an object category with an
ISM, a codebookor visual vocabulary of local appearances is built [6]. There-
fore, a scale-invariant interest point detector is applied to each taining image
and local descriptors are extracted. These descriptors are subseeptly clustered
with an agglomerative clustering scheme. The resulting set of local gpearances
represents typical structures on an object category.

Spatial Occurrence Distribution. Once acodebookon an object category
has been learnt, we model the spatial occurrence distribution of & elements. In
order to do this, we record all locations (x-, y-position and scale) on with a
codebook entry matches the training instances.

Hypotheses Voting.  In the recognition process, we apply the same feature
extraction procedure as during training. Thus, we obtain a set of localdescriptors
at various scales on the test image. Each extracted descriptor casts votder ob-
ject hypotheses in a probabilistic extension of the generalized Houghréansform.
The maxima of the 3D voting space §;y; scale) are back-projected to the image
to retrieve the supporting local features of each hypotheses. We pisent details
on an improved version of this probabilistic formulation when we introduce the
extensions to deal with di erent object shapes in section 2.2.



Fig.1. Schematic overview of the dierent object models. Both the standard ISM
and 4D-ISM models are special cases of the proposed approach. By learning theshape
distribution from local contexts, we combine the strength of the two other models.

2.2. Consistent Shape Voting

Figure 1 shows a schematic illustration of the standard ISM-model on he left.
While the ISM allows for cross-instance learning and therefore reques relatively
little training data it has no notion of possible object articulations wi thin the
category. Local appearances are learnt from all possible variations, which enres
good generalization performance, but results in relatively weak disgminative
power, e.g. with respect to background structures. By adding a # dimension
for object articulations to the ISM voting space (Figure 1 center), the model is
able to distinguish between object shapes and is thus more discrimant [13].
This, however, requires an association of each training example to onef the
typical articulations or shapes.

Learning Object Shapes. Manual labelling of object shapes in the training
data is both time consuming and di cult for more complex objects. We th ere-
fore automatically learn the most prominent shapes from object silhouetes.
Therefore, we apply agglomerative clustering with global Chamfer distace as
similarity measure. The silhouettes are extracted from video segences with a
motion-segmentation algorithm [14]. For the object category of pedestrians te
silhouette is often a good indication of the current body articulation. As an
example, Figure 3 shows the identi ed articulation clusters for sde-view pedes-
trians generated by this method.

4D Voting. In this paragraph we describe the probabilistic formulation of
the extended 4D voting procedure. Lete be a local descriptor computed at lo-
cation *. Each descriptor is compared to the codebook and may be matched
to several codebook entries. One can think of these matches as mudte valid
interpretations |; for the descriptor, each of which holds with the probability
p(lije). Each interpretation then casts votes for di erent object instances o,, lo-
cations ; y,scales and shape clusterss according to its learned occurrence
distribution P(0n; ;sjli; ") with  =( x; y; ). Thus, any single vote has the
weight P (0,; ;s jli; )p(lije) and the descriptor's contribution to the hypothesis
can be expressed by the following marginalization:

X
P(on; ;sje;’) = P(on; ;sijli;)p(lije;") 1)



X
= P(;sjon;li; )p(onjli; )p(lije)
X
P(on;;s) P(on; ;sje; k) 2
k

There are, however, several issues with this formulation. First,it is di cult
to estimate the probability density P( ;s jon;li;l) reliably due to the increased
dimensionality, in particular from a relatively small set of data. Secord and
quite importantly, the shape dimension s is neither continuous nor ordered. It
is therefore unclear, how the maximum search can be e ciently formuated.
Applying a Mean-Shift search with a scale-adapted kernel, as in the tandard
ISM approach, is no longer feasible. Therefore, the following factoriation is used
to obtain a tractable solution:

X
P(on;;sje; )= P(sj;on; i )P jonslis)p(onjlis )p(lije)  (3)

Please note, that all but the rst term ( P(sj;0n;1i;’)) are the same as in
[6]. Therefore we can use the following simple yet e ective stratgy to nd the
maxima of equation 2. By rst searching the K maxima in the marginalized
3D voting space, we can not only reduce the computational complexity but
also constrain our search to those areas of the probability density with rough
evidence and training data. ChoosingK su ciently large, we can nd all max-
ima with high probability. For those K maxima we then retrieve the contribut-
ing votes and use the following calculation (for simplicity of notation we use
P(sjH) = P(sj;on;li;")):

X X
P(siH)=  P(sig;H)p(gjH) = P(sig)p(giH) (4)
j j

where ¢; corresponds to the individual silhouettes present in the training data
and s is a shape cluster.P (sjc;) represents the probability that silhouette ¢ is
assigned to clusters. P(sjg ) is 1 if silhouette ¢ is contained in shape clusters.

By following the above procedure, we can obtain the 4D-maxima oP (o ; ;S ).
This means in particular, that the votes corresponding to these maxina conform
with a common shape cluster. As a result, the voting scheme produsehypothe-
ses, which have a consistent shape.

2.3. Cross-Articulation Learning using Local Contexts

As will be seen in the experiments, the 4D voting procedure for indszidual object
shapes improves the recognition performance w.r.t. the original ISM aproach.
In particular, the discriminative power of the learned object modd is increased,
since it enables to distinguish typical object articulations. While this is a desir-
able goal, it involves a number of side e ects.

On the one hand, we reduce the statistical signi cance of the object hy
potheses, since the number of features contributing to each hypotsis has been



Fig. 2. (Left) The same local feature can occur on globally dissimilar object shapes.
(Right) The comparison of local contexts (red) around interest points (yellow star),
in uences the choice of object shapes considered in the recognition process.

reduced. In essence, the votes are distributed over a range of artitation clus-
ters. This can be easily seen from the schematic views of the originaBM-model
(Fig. 1 left) and the 4D voting approach (Fig. 1 center). In the standard | SM
model feature occurrences from all training instances can be combéa for a nal

hypothesis. This is a desirable property, which we call cross-inance learning,
that uses the training images e ectively and allows to obtain high recogrtion

performance with a relatively small number of training images. Even though,
in the case of the 4D-ISM, codebook entries are shared and some limitegtoss-
articulation learning is achieved, the feature occurrences and thefore the votes
are basically limited to a certain shape cluster. The goal of the followng is there-
fore to introduce an algorithm that allows for more e ective cross-articulation

learning and thereby increasing the generalization power of the approdcwithout

loosing the gained discriminative power of the 4D-ISM.

To illustrate the underlying idea, consider the images shown in gue 2 (left).
Assume that we are observing a head-feature (shown as the yellow squeain
the two left images). In that case, the observation of the head puts verylittle
constraints on the particular position and shape of the legs. In terms of tke
4D-ISM, this means that we should not restrict our votes to one particular
articulation but rather vote for a range of di erent but compatible articu lations.

While, in principle, an increase of the number of training instances should
compensate for the limited cross-instance learning in the 4D-ISM, w, motivated
by the discussion above, propose another strategy. Our strategy re-enéds cross-
instance learning without the need of more training data. The principle idea is
that object shapes, while being globally dissimilar, are often very snilar in
a more local context. So instead of considering only the global shape for ¢
assignment of feature occurrences to articulation clusters, we progse to compare
the local context of an interest point. This is illustrated in Figure 2 (right).
There, we consider a local context (represented as local silhouattsegment in
red) extracted around an interest point (yellow star) and depict locally similar
object silhouettes. As can be seen, an occurrence at the head (hereetfront of the
head) is compatible with many di erent articulations. An occurrence on the foot,
on the contrary, constrains the range of compatible articulations consideably.

Learning the Shape Distribution. In order to integrate this idea into our
probabilistic voting framework, we adapt equation 4 with information about the
similarity between local contexts on di erent object shapes.



The Shape Distribution P (sj¢ ; H) associates a silhouette with a correspond-
ing shape cluster depending on the location' of a codebook occurrence (re-
member H = (;04;li;7)). Thus the equality P(sjg;H) = P(sj¢), as used
in section 2.2, does not hold any longer. Instead we de neP(sjc;H) in the
following manner:

if 9¢ :P(sjc)=1and dist(r;(H;d), rj (H;d)) <t

P(siGiH) = else

(®)

ON|+-

with Z a normalization factor and r;(H;d), r; (H;d) local contexts with radius
d around " on the training instances corresponding to the silhouettess; and ¢; .

In other words, for each codebook occurrence at an interest point, weobk
for similar local contexts in all other training instances. If we have found such
a matching context, we adjust the probability distribution, which associates ob
ject silhouettes with shape clusters. Note, that if no matching lo@l contexts are
found, we obtain the original equality P(sj¢;;H) = P(sj¢) and thus the 4D
voting approach of section 2.2. On the other hand, if we always nd matching
contexts in all shape clusters, the model is equivalent to the stadard ISM ap-
proach. Figure 1 (right) shows a schematic illustration of the newly poposed
object model.

A major advantage of this approach is, that we can vary its behavior, by
choosing di erent context radii. The larger the local context are, the more global
the decision process becomes. Thus we can nd the level of localjtyvhich is
appropriate for an object category. The choice of appropriate local context rp-
resentations and distance measures is another point of consideration. Wean
simply use local silhouette segments as in Figure 2 to describe a dext or use
more sophisticated descriptors, which might include information abou back-
ground structures present in the training data.

3. Experimental Evaluation

This section evaluates the performance of the newly proposed recogrith scheme
and analyzes the in uence of the involved parameters. In particular weanalyze
the in uence of both context radius and context representation.

We conduct our experiments on two challenging test sets of pedestins. Test
set A consists of 181 images of pedestrian side-views. Each image contains a
single pedestrian. Pedestrian appearances vary considerably, and pdepoften
take up only a small portion of the image. Also the backgrounds exhibit a huge
variability and contain signi cant amount of clutter. Test set B consists of 206
images, with a total of 595 pedestrians. Pedestrians in this test set &quently
overlap or are partially occluded by bags or other objects.

For training we use a set of 210 images from two video sequences, which
are mirrored in order to have the same amount of pedestrians heading lefnd
right. The images contain two di erent backgrounds and 27 subjects in vaious
articulations with a height of approximately 200 pixels (see Figure 3 forsome
example images). Please note, that image backgrounds and visual appearances
of the pedestrians di er considerably between training and test s¢s.



Fig. 3. (Left) Learned articulation clusters. (Right) Example images from our t raining
set

Images in the training set are annotated with segmentation masks. These ar
typically computed from the recorded video sequences with a Grirson-Stau er
background model [14]. From these segmentation masks we additionally compe
the shape silhouettes, which are used for the shape clustering steluring model
training. The resulting articulation clusters consist of 5 articulations from a
typical walking cycle and their respective mirrored articulation, which results in
a total of 10 clusters (see Figure 3).

3.1. Test Set A - Single Pedestrians

On test set A we show the detection performance when pedestrians are fully
visible. For this case, hypotheses should be rather accurate, whiclmakes it
easier to analyze and separate the e ects of the proposed improvements

The radius of the local context determines, how local or global the metbd
operates. We evaluate a set of 4 radii ranging from 12 pixel to the whole ob
size. For the context representation, we consider local silhouettsegments and
a modi ed Shape Context(SC) descriptor [1, 9], which has been proposed for
pedestrian detection in [12].

Figure 4 (left) shows the obtained results for various radii and the Iaal
silhouette representation. The green curve is our reference penfmance of the
4D-ISM, which achieves an equal error rate (EER) of 80%. Note, that the 4D-
ISM is equivalent to choosing a radius of the whole object size. As candiseen,
the performance improves with small context radius, reaching an EERof nearly
90% for a radius of 12 pixels.

Using SC to describe the local context, we achieve very similar rests with
the same ranking from local to global. The recognition rates are, howevera
little lower than those obtained with local silhouette segments. This is probably
due to the fact, that by using silhouette segments for comparison, we idcard
disturbing background structures, which are present in the SC dscriptors.

Figure 4 (right) compares the obtained results to previous approachesThe
conventional ISM approach [6] using image patches and the Di erence-of-&us-
sians detector achieves an equal error rate (EER) of 50%. This is probablyuk
to the large appearance di erences between training and test set andhe di -
cult data, which includes heavily cluttered backgrounds. Using moe appropriate
feature descriptors along with the Hessian-Laplace detector [12] impras perfor-
mance to an EER of 74%. The 4D-ISM produces consistent hypotheses anarmc
thus improve the performance to 80% in EER. Extending the 4D-ISM wih the
proposed cross-articulation learning further increases both deted@n precision
and recall. We obtain equal error rates of 86% and nearly 90%, depending on



Fig. 4. Recognition performance on side-view pedestrians (Test Set A). In the left
plot di erent context radii are evaluated. In the right plot we compare the resul ts to
previous approaches.

the choice of context representation. This is remarkable considerig the di culty
of the test set. To stress this, we compare the results to the stat@f-the-art de-
tector of Dalal & Triggs [2] using the detector available on the authors' welpage.
[2] achieves an EER performance of 57% on test s&. To be fair, it should be
mentioned, that our detector was trained in this case on side-views o] whereas
their system was built for multi-viewpoint detection. However, Dalal & Triggs
also use an order of magnitude more training data.

In conclusion, the proposed cross-articulation learning is, while ggarating the
in uences of di erent articulations, able to exploit the information present in the
training data to a large extent. Thus it represents a considerable mprovement
over previous approaches.

3.2. Test Set B - Crowded Scences

Test set B contains occluded and overlapping pedestrian. As a result, the ebt
mation of a person's articulation is more di cult. This section analyzes whether
the proposed approach can improve detection performance in this challging
setting. Similar to section 3.1, we compare the results with previog approaches,
as well as the pedestrian detector of [2].

Figure 5 depicts the respective results. The pedestrian det¢ion system of
Dalal & Triggs achieves a recall of 60% at a precision of 75%. Note that, the curve
stops there, since the available binary has a xed threshold, whichcannot be
changed. The approach of [7] achieves an EER of 73%. In this work hypotheses
resulting from local evidences are subsequently veri ed globallywith a set of
silhouettes. A combined score is computed of the global Chamfer distarcand
a measure based on overlap between silhouette and segmentation.

Using the standard ISM with SC descriptors results in the same EER 0f73%.
By applying the extended 4D-voting for the shape clusters, the peiormance is
mainly improved with respect to detection precision. The improvement in EER
is 3%. Even on this challenging data set, cross-articulation learningigni cantly
increases the recognition performance. The best result is again obtaidefor a
very small radius of the context. The approach achieves an EER of 81%, which
corresponds to a 5% increase.



Fig.5. Recognition performance on side-view pedestrians (Test SetB).

Fig. 6. Example detections at the EER (upper row) with corresponding articulation
estimates (bottom row).

Figure 6 shows example detections of the proposed approach with theiroc-
responding articulation estimates on test setB. Both detection bounding boxes
and body articulations are predicted correctly, when people are ovdapping or
occluded. Figure 7 displays more example results for both test seA and B.

4. Conclusion

In this paper we have introduced a new approach to enable cross-artigation
learning for robust detection of pedestrians in di cult real-word sc enes. The ex-
periments suggest that the approach enables a sensible trade-o betwes gener-
alization performance and discriminative power. In particular, the new approach
makes e ective use of the available training data through the proposed mss-
articulation learning scheme. By altering the radius of the consideed contexts,
we are able change the approach to operate more locally or more globally. A
thorough evaluation has shown, that the proposed approach makes object de-
tection more robust in realistic environments and in the presence obverlapping
and partially occluded objects. The new approach outperforms previouy pub-
lished results of state-of-art pedestrian detectors on two challengig multi-scale
data sets, underlining the e ectiveness of the approach.
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Fig. 7. Example detections on test set A (upper row) and testset B (lower row) at the
EER.
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